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The AI Defense Guide
Secure Data Engineering Workflow (v2025.1)
Author: [Your Name / Channel Name] Purpose: To prevent AI-generated code from introducing security vulnerabilities, logic errors, and architectural debt into production pipelines.

1. The Core Philosophy: "The Two-Key System"
Most engineers treat AI as a replacement for coding. This is a mistake. AI is a generator. You are the auditor.
To safely deploy AI-written code, use the Two-Key System. Just like a nuclear launch requires two keys turned simultaneously, your code requires two independent AI validations before it touches your repository.
The Workflow
1. Key 1 (Speed): Use GitHub Copilot or Databricks Genie to draft the code, write the boilerplate, and handle syntax. This is your "Junior Developer."
2. Key 2 (Security): Paste the entire drafted block into Claude 3.5 Sonnet (or GPT-5.1) using the "Senior Architect Prompts" below. This is your "Principal Engineer" review.
3. The Human Lock: If the two tools disagree (e.g., Copilot says "OK" but Claude says "Unsafe"), STOP. Investigate the discrepancy manually.

2. The "Senior Architect" Prompts
Copy and paste these prompts exactly into your Chat LLM (Claude/ChatGPT) to force it into "Audit Mode."
Prompt A: The "Ruthless Security Roast"
Use this for SQL queries, API endpoints, and any code handling user input.
Role: Act as a Principal Security Engineer specializing in Data Engineering and OWASP Top 10 vulnerabilities.
Task: Review the following code snippet for security flaws. Do not be polite. Do not worry about "style" yet. Your only goal is to find how a malicious actor could exploit this code.
Specific Focus Areas:
1. SQL Injection: Look for any concatenation of strings into queries.
2. Data Leaks: Check if PII (Personally Identifiable Information) or credentials are being logged or exposed in error messages.
3. Input Validation: Does the code blindly trust upstream data?
4. Resource Exhaustion: Are there unbounded loops or SELECT * queries that could crash memory?
Output Format:
· Criticality: [High/Medium/Low]
· The Exploit: Explain exactly how you would hack this.
· The Fix: Provide the secure, rewritten code block.
Code to Review: [PASTE CODE HERE]

Prompt B: The "System Design & Scale Review"
Use this for pipelines, Airflow DAGs, and complex Python classes.
Role: Act as a Senior Data Architect.
Task: Review the following code not just for bugs, but for scalability and maintainability. Assume this code will process 100x the current data volume and run in a distributed environment (Spark/Databricks).
Specific Focus Areas:
1. Connection Management: Are DB connections opened/closed properly? Are we using pooling?
2. Idempotency: If this pipeline crashes and restarts, will it duplicate data?
3. Memory Management: Are we loading huge datasets into RAM (Pandas) when we should be streaming or using Spark?
4. Hardcoded Configurations: Are secrets or configs hardcoded instead of using environment variables/Secret Managers?
Output Format:
· Architectural Risks: Bullet points of long-term issues.
· Refactored Code: A version of the code optimized for scale.
Code to Review: [PASTE CODE HERE]

3. Special Handling: Databricks Genie
Genie is powerful but prone to "Logic Drift." Use these rules when working with it.
· The "Math Trap": Genie often attempts to calculate averages by hardcoding denominators (e.g., SUM(x) / 30). Always explicit ask it to "Use SQL Window Functions for aggregations."
· The "Leap Year" Bug: Genie frequently uses DATE_ADD(day, 365) for Year-Over-Year analysis. Always correct it to use INTERVAL '1 year' to account for leap years.
· The Scope Rule: Never ask Genie to debug complex Python logic. Use it strictly for table lookups and generating initial SQL drafts. Move Python debugging to Claude.

4. The Human Checklist (The Final 10%)
Before you merge, verify these 5 items yourself. AI often misses context that only you know.
· [ ] Secret Scan: Search the code for "API", "KEY", "PASSWORD", or "TOKEN". Ensure no literal strings are present.
· [ ] The "Tomorrow" Test: If this code runs tomorrow with zero new data, will it fail? (Fixes empty dataframe bugs).
· [ ] The "Double-Run" Test: If this code runs twice in a row, will it create duplicates? (Fixes idempotency bugs).
· [ ] Timezones: Does the code use datetime.now()? If yes, change it to the pipeline's execution date.
· [ ] Logging: Does the log print raw user data? (e.g., logging.info(user_input)). Remove it.

Disclaimer: This guide is for educational purposes. AI tools evolve daily. Always treat AI-generated code as "Untrusted User Input" until verified.
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