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PySpark 202: Optimization Cheat Sheet
Senior Data Engineering Reference – Gambill Data

I. The Golden Rule of Data Shape (Partitioning)
Spark parallelism is determined by partitions. Too few = idle cores. Too many = overhead.

Concept		Rule / Formula
Shuffle Partitions	2x to 4x your total worker cores.
Target Size		Aim for ~200MB per partition.

Config:
spark.conf.set("spark.sql.shuffle.partitions", "200")

Repartition vs. Coalesce:
repartition(n, "col"): FULL SHUFFLE. Use before a Join or GroupBy to align data.
coalesce(n): NO SHUFFLE. Use after filtering or before writing to merge small files.

II. Join Strategies (Network I/O)
Broadcast Hash Join (The "Fast Lane"):
Use when: One table is small (<100MB) and fits in memory.
Action: Copies small table to all nodes. Zero shuffle.

Code (Python):
from pyspark.sql.functions import broadcast
joined_df = big_df.join(broadcast(small_df), "key")

III. Handling Skew ("The Whale" Problem)
When one partition has 90% of the data, the whole job waits.

Level 1: Adaptive Query Execution (AQE) – always enable this first.
spark.conf.set("spark.sql.adaptive.enabled", "true")
spark.conf.set("spark.sql.adaptive.skewJoin.enabled", "true")

Level 2: Salting (The "Nuclear Option") – use when AQE fails (e.g., massive NULL keys).

# 1. Add salt to skewed table (0-9)
df_skew = df.withColumn("salt", (rand() * 10).cast("int"))

# 2. Explode small table to match salts
df_small = small_df.withColumn("salt", explode(array([lit(i) for i in range(10)])))

# 3. Join on Key + Salt
final_df = df_skew.join(df_small, ["key", "salt"])

IV. Caching & Persistence
Rule: Only cache if you use the exact same DataFrame in multiple actions.

Lifecycle (Python):
df_clean = raw.filter(...).cache()
df_clean.count()    # Materialize immediately
# ... downstream tasks ...
df_clean.unpersist()  # Release memory

V. Storage Hygiene (Delta Lake)
Z-Order:
OPTIMIZE table ZORDER BY (high_cardinality_col)

Vacuum:
VACUUM table RETAIN 168 HOURS  -- Removes stale files.


Questions or want help optimizing your PySpark workloads? 
Chris Gambill: chris.gambill@gambilldataengineering.com
Gambill Data
Follow us on LinkedIn!
🌐 Visit the website!
[image: ] Check out our YouTube channel!
[image: ] Schedule A Call
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